Inference on Winners*

Isaiah Andrews† Toru Kitagawa‡ Adam McCloskey§

September 16, 2019

Abstract

Many empirical questions can be cast as inference on a parameter selected through optimization. For example, researchers may be interested in the effectiveness of the best policy found in a randomized trial, or the best-performing investment strategy based on historical data. Such settings give rise to a winner’s curse, where conventional estimates are biased and conventional confidence intervals are unreliable. This paper develops optimal confidence intervals and median-unbiased estimators that are valid conditional on the parameter selected and so overcome this winner’s curse. If one requires validity only on average over target parameters that might have been selected, we develop hybrid procedures that combine conditional and projection confidence intervals to offer further performance gains relative to existing alternatives.

Keywords: Winner’s Curse, Selective Inference

JEL Codes: C12, C13

---

*We would like to thank Tim Armstrong, Stéphane Bonhomme, Gregory Cox, Áureo de Paula, Patrick Kline, Hannes Leeb, Anna Mikusheva, Mikkel Plagborg-Møller, José Luis Montiel Olea, Jack Porter, Adam Rosen, Frank Schoerheide, Jesse Shapiro, and participants at numerous seminars and conferences for helpful comments. Andrews gratefully acknowledges financial support from the NSF under grant number 1654234. Kitagawa gratefully acknowledges financial support from the ESRC through the ESRC Centre for Microdata Methods and Practice (CeMMAP) (grant number RES-589-28-0001) and the European Research Council (Starting grant No. 715940). Initial version posted May 10, 2018.

†Department of Economics, Harvard University, iandrews@fas.harvard.edu
‡CeMMAP and Department of Economics, University College London, t.kitagawa@ucl.ac.uk
§Department of Economics, University of Colorado, adam.mccloskey@colorado.edu
1 Introduction

A wide range of empirical questions involve inference on target parameters selected through optimization over a finite set. In a randomized trial considering multiple treatments, for instance, one might want to learn about the true average effect of the treatment that performed best in the experiment. In finance, one might want to learn about the expected return of the trading strategy that performed best in a backtest.

Estimators that do not account for data-driven selection of the target parameters can be badly biased, and conventional $t$-test-based confidence intervals may severely under-cover. To illustrate the problem, consider inference on the true average effect of the treatment that performed best in a randomized trial.\footnote{Such a scenario seems to be empirically relevant, as a number of recently published randomized trials in economics either were designed with the intent of recommending a policy or represent a direct collaboration with a policy maker. For example, Khan et al. (2016) assesses how incentives for property tax collectors affect tax revenues in Pakistan, Banerjee et al. (2018) evaluates the efficacy of providing information cards to potential recipients of Indonesia’s Raskin programme, and Duflo et al. (2018) collaborates with the Gujarat Pollution Control Board (an Indian regulator tasked with monitoring industrial emissions in the state) to evaluate how more frequent but randomized inspection of plants performs relative to discretionary inspection. Baird et al. (2016) finds that deworming Kenyan children had substantial beneficial effects on their health and labor market outcomes into adulthood, and Björkman Nyqvist and Jayachandran (2017) finds that providing parenting classes to Ugandan mothers has a greater impact on child outcomes than targeting these classes at fathers.} Since it ignores the data-driven selection of the treatment of interest, the conventional estimate for this average effect will be biased upwards. Similarly, the conventional confidence interval will under-cover, particularly when the number of treatments considered is large. This gives rise to a form of winner’s curse, where follow-up trials will be systematically disappointing relative to what we would expect based on conventional estimates and confidence intervals. This form of winner’s curse has previously been discussed in contexts including genome-wide association studies (e.g. Zhong and Prentice, 2009; Ferguson et al., 2013) and online A/B tests (Lee and Shen, 2018).

This paper develops estimators and confidence intervals that eliminate these biases and inference failures. There are two distinct perspectives from which to consider bias and coverage. The first conditions on the target parameter selected, for example on the identity of the best-performing treatment, while the second is unconditional and averages over possible target parameters. As we discuss in the next section, conditional validity is more demanding but may be desirable in some settings, for example when one wants to ensure validity conditional on the recommendation made to a policy maker. Both perspectives differ from inference on the effectiveness of the “true” best treatment, as in e.g. Chernozhukov et al. (2013) and Rai (2018), in that we consider inference on the
effectiveness of the (observed) best-performing treatment in the sample rather than the (unobserved) best-performing treatment in the population.\(^2\)

 Considering first conditional inference, we derive optimal unbiased and equal-tailed confidence intervals. Our results build on the rapidly growing literature on selective inference (e.g. Harris et al. (2016); Lee et al. (2016); Tian and Taylor (2016); Fithian et al. (2017)), which derives optimal conditional confidence intervals in a range of other settings. We further observe that the results of Pfanzagl (1994) imply optimal median-unbiased estimators for conditional settings, which does not appear to have been previously noted in the selective inference literature. Hence, for settings where conditional validity is desired, we propose optimal inference procedures that eliminate the winner’s curse noted above. We further show that in cases where this winner’s curse does not arise (for instance because one treatment considered is vastly better than the others) our conditional procedures coincide with conventional ones. Hence, our corrections do not sacrifice efficiency in such cases.

 A common alternative remedy for the biases we consider is sample splitting. In settings with independent observations, choosing the target parameter using the first part of the data and constructing estimates and confidence intervals using the second part ensures unbiasedness of estimates and validity of conventional confidence intervals conditional on the target parameter. Such conventional split-sample procedures can have undesirable properties, however. In particular, the target parameter is generally more variable than if constructed using the full data. Moreover, since only the second part of the data is used for inference, Fithian et al. (2017) show that conventional split-sample procedures are inadmissible within the class of procedures with the same target parameter. Motivated by this result, in the supplement to the paper we develop computationally tractable confidence intervals and estimators that dominate conventional sample-splitting.

 We next turn to unconditional inference. One approach to constructing unconditional confidence intervals is projection, applied in various forms and settings by e.g. Romano and Wolf (2005), Berk et al. (2013), and Kitagawa and Tetenov (2018a). To obtain a projection confidence interval, we form a simultaneous confidence band for all potential target parameters and take the implied set of values for the target parameter of interest. The resulting confidence intervals have correct unconditional coverage but, unlike our conditional intervals, are wider than conventional confidence intervals even when the latter are valid. On the other hand, we find in simulations that projection intervals outperform

\(^2\)See Dawid (1994) for an early discussion of this distinction, and an argument in favor of inference on the best-performing treatment in the sample.
conditional intervals in cases where there is substantial randomness in the target parameter, e.g. when there is not a clear best treatment.

Since neither conditional nor projection intervals perform well in all cases, we introduce hybrid confidence intervals that combine conditioning and projection. These maintain most of the good performance of our conditional confidence intervals in cases for which the winner’s curse does not arise but are subsets of (conservative) projection intervals by construction, limiting their maximal under-performance relative to projection confidence intervals. We also introduce hybrid estimators that allow a controlled degree of bias while limiting the deviation from the conventional estimator.

We derive our main results in the context of a finite-sample normal model with an unknown mean vector and a known covariance matrix. This model can be viewed as an asymptotic approximation to non-normal finite sample problems where the optimal policy may not be obvious from the data. To formalize this connection, in the supplement to the paper we show that the procedures we derive are uniformly asymptotically valid over a large class of data-generating processes for which the target parameter is chosen by maximizing the level of the entries of a random vector. In a companion paper, Andrews et al. (2019), we develop our procedures when the target parameter is chosen by maximizing the norm of a set of random vectors and establish their uniform asymptotic validity in that setting as well. The class of norm-maximation problems studied by Andrews et al. (2019) covers inference after estimating a break date or threshold in structural break or threshold regression models.

Since we are not aware of any other full-sample procedures that ensure validity conditional on the target parameter, our simulations focus on unconditional performance. The simulation designs are based on an empirical welfare maximization application from Kitagawa and Tetenov (2018b). We find that while our conditional procedures exhibit good unconditional performance in cases where the true (unknown) welfare of the best policy is significantly larger than the true welfare of other policies, their unconditional performance can be poor when the true welfare of multiple policies is similar. By contrast, our hybrid procedures perform quite well across a wide range of configurations for true welfare: hybrid confidence intervals are shorter than the previously available alternative (projection intervals) in all specifications, and are shorter than conditional intervals in all but the well-separated case (where they are nearly the same). Hybrid estimators eliminate nearly all the bias of conventional estimators, and are less dispersed than our exactly median unbiased estimators. These results show that while optimal conditional performance is attainable, conditional validity can come at the cost of unconditional performance. By
combining conditional and projection approaches, our hybrid procedures yield better performance than either and offer a substantial improvement over existing alternatives.

In this paper we focus on frequentist inference, and in particular on ensuring coverage and controlling bias under all parameter values. If one instead takes a Bayesian perspective then, as discussed by e.g. Dawid (1994), the selection issue does not arise since Bayesian inference conditions on the data and thus on any form of data-driven selection. One way to interpret this point is that e.g. the Bayes posterior median is median unbiased for the true parameter value under the prior. As highlighted by Dawid (1994), however, this property hinges crucially on the specification of the prior. If we consider frequentist performance in cases where the data are generated in a manner inconsistent with the prior, Bayes procedures may have large biases. In settings where we observe independent estimates for a large number of different parameters and are willing to assume that these parameters are drawn from some common unknown distribution, we can avoid this issue by adopting an empirical Bayes approach and estimating the prior (see Efron, 2011; Ferguson et al., 2013). Many settings, including the empirical welfare example of this paper and the threshold regression example of Andrews et al. (2019), lack this structure however, rendering this approach inapplicable.

It is important to emphasize that we take the rule for selecting the target parameter as given. In policy-evaluation contexts, for example, our goal is to evaluate the effectiveness of recommended policies taking the rule for selecting a recommendation as given, rather than to improve the rule. There are a number of reasons why valid confidence intervals and median-unbiased estimates are of interest in such settings. One might be interested in understanding the true effectiveness of a selected policy for scientific reasons. Alternatively, one might want to assess uncertainty about the effect of a new policy for forecasting and risk management purposes. Finally, after a policy has been implemented or a follow-up trial conducted, one may want to test whether observed differences in efficacy can be explained solely by the winner’s curse.

This paper is related to the literature on tests of superior predictive performance (e.g. White (2000); Hansen (2005); Romano and Wolf (2005)). This literature studies the problem of testing whether some strategy or policy beats a benchmark, while we consider the complementary question of inference on the effectiveness of the estimated “best” policy. Our conditional inference results combine naturally with the results of this literature, allowing one to condition inference on e.g. rejecting the null hypothesis that no policy outperforms a benchmark.

As mentioned above, our results are also closely related to the growing literature on
selective inference. Fithian et al. (2017) describe a general conditioning approach applicable to a wide range of settings, while a rapidly growing literature including e.g. Harris et al. (2016); Lee et al. (2016); Tian and Taylor (2016) works out the details of this approach for a range of settings. Likewise, our analysis of conditional confidence intervals examines the implications of the conditional approach in our setting. Our results are also related to the growing literature on unconditional post-selection inference, including e.g. Berk et al. (2013); Bachoc et al. (2017, 2018); Kuchibhotla et al. (2018). This literature considers analogs of our projection confidence intervals for inference following model selection.

Beyond the new settings considered here and in Andrews et al. (2019), we make two main theoretical contributions relative to the selective and post-selection inference literatures. First, when one only requires unconditional validity, we propose the class of hybrid inference and estimation procedures. We find that hybrid procedures offer large gains in unconditional performance relative both to conditional procedures and to existing unconditional alternatives. Second, for settings where conditional inference is desired, we observe that the same structure used to develop optimal conditional confidence intervals also allows construction of optimal quantile unbiased estimators using the results of Pfanzagl (1994).3

In the next section, we begin by introducing the problem we consider and the techniques we propose in the context of a stylized example. Section 3 introduces the normal model in which we develop our main results, and shows how it arises as an asymptotic approximation to the empirical welfare maximization example. Section 4 develops our optimal conditional procedures, discusses their properties, and compares them to sample splitting. Section 5 introduces projection confidence intervals and our hybrid procedures. Finally, Section 6 reports results for simulations calibrated to an empirical welfare maximization application. The supplement to the paper collects proofs and other supporting material for the results in the main text, derives a computationally tractable split-sample approach that dominates conventional split-sample inference, shows that the finite sample results developed in the main text translate to uniform asymptotic results over a large class of data generating processes for level-maximization problems, and provides additional simulation results.

3Our asymptotic results are also novel relative to the literature. In particular, Tibshirani et al. (2018) establish uniform asymptotic validity for conditional confidence intervals based on similar ideas to ours, but only under particular local sequences for a different class of problems. In the level-maximization problems we study in this paper, we do not impose the analogous restriction to establish uniform asymptotic validity of either our conditional or unconditional procedures, allowing us to incorporate a larger class of data generating processes. See the supplement for details and further discussion.
2 A Stylized Example

We begin by illustrating the problem we consider, along with the solutions we propose, in a stylized example based on Manski (2004). In the treatment choice problem of Manski (2004) a treatment rule assigns treatments to subjects based on observable characteristics. Given a social welfare criterion and (quasi-)experimental data, Kitagawa and Tetenen (2018b) propose what they call empirical welfare maximization (EWM), which selects the treatment rule that maximizes the sample analog of the social welfare criterion over a class of candidate rules.

For simplicity suppose there are only two candidate policies: \( \theta_1 \) corresponding to “treat everyone” and \( \theta_2 \) corresponding to “treat no one.” Suppose further that our social welfare function is the average of an outcome variable \( Y \). If we have a sample of independent observations \( i \in \{1, \ldots, n\} \) from a randomized trial where a binary treatment \( D_i \in \{0,1\} \) is randomly assigned to subjects with \( Pr\{D_i = 1\} = d \), then as in Kitagawa and Teteten (2018b) the scaled empirical welfare under \( (\theta_1, \theta_2) \) is

\[
(X_n(\theta_1), X_n(\theta_2)) = \frac{1}{\sqrt{n}} \sum_{i=1}^{n} \frac{D_i Y_i}{d}, \frac{1}{\sqrt{n}} \sum_{i=1}^{n} (\frac{1}{d} D_i Y_i).
\]

EWM selects the rule \( \hat{\theta} = \arg\max_{\theta \in \{\theta_1, \theta_2\}} X_n(\theta) \). \(^4\)

Kitagawa and Tetenen (2018b) show that the welfare from the policy selected by EWM converges to the optimal social welfare at the minimax optimal rate, providing a strong argument for this approach. Even after choosing a policy, we may want estimates and confidence intervals for its implied social welfare in order to learn about the size of the policy impact and communicate with stakeholders. For a fixed policy \( \theta \), the empirical welfare \( X_n(\theta) \) is unbiased for the true (scaled) social welfare \( \mu_n(\theta) \) under the corresponding policy. \(^5\) By contrast, the empirical welfare of the estimated optimal policy \( X_n(\hat{\theta}) \) is biased upwards relative to the true social welfare \( \mu_n(\hat{\theta}) \) since we are more likely to select a given policy when the empirical welfare over-estimates the true welfare. Likewise, confidence intervals for \( \mu_n(\hat{\theta}) \) that ignore estimation of \( \theta \) may cover \( \mu_n(\hat{\theta}) \) less often than we intend. This is a form of winner’s curse: estimation error leads us to over-predict the benefits of our chosen policy and to misstate our uncertainty about its effectiveness.

\(^4\)If the summands are instead weighted by sample propensity scores, we obtain Manski’s conditional empirical success rule and the asymptotically optimal rules of Hirano and Porter (2009) with a symmetric loss.

\(^5\)\( X_n(\theta) \) is exactly mean-unbiased and asymptotically median-unbiased.
To simplify the analysis and develop corrected inference procedures, we turn to asymptotic approximations. Under mild conditions the central limit theorem implies that our estimates of social welfare are asymptotically normal:

\[
\begin{pmatrix}
X_n(\theta_1) - \mu_n(\theta_1) \\
X_n(\theta_2) - \mu_n(\theta_2)
\end{pmatrix} \Rightarrow N \begin{pmatrix}
\Sigma(\theta_1) & \Sigma(\theta_1, \theta_2) \\
\Sigma(\theta_1, \theta_2) & \Sigma(\theta_2)
\end{pmatrix}
\]

where the asymptotic variance \(\Sigma\) can be consistently estimated while the scaled social welfare \(\mu_n\) cannot be. To simplify the analysis, for this section only we assume that \(\Sigma(\theta_1, \theta_2) = 0\).

Motivated by (1), we abstract from approximation error and assume that we observe

\[
\begin{pmatrix}
X(\theta_1) \\
X(\theta_2)
\end{pmatrix} \sim N \begin{pmatrix}
\mu(\theta_1) \\
\mu(\theta_2)
\end{pmatrix} \begin{pmatrix}
\Sigma(\theta_1) & 0 \\
0 & \Sigma(\theta_2)
\end{pmatrix}
\]

for \(\Sigma(\theta_1)\) and \(\Sigma(\theta_2)\) known, and that \(\hat{\theta} = \arg\max_{\theta \in \Theta} X(\theta)\) with \(\Theta = \{\theta_1, \theta_2\}\).

As discussed above, \(X(\hat{\theta})\) is biased upwards as an estimator of \(\mu(\hat{\theta})\). This bias arises both conditional on \(\hat{\theta}\) and unconditionally. To see this note that \(\hat{\theta} = \theta_1\) if \(X(\theta_1) > X(\theta_2)\), where ties occur with probability zero. Conditional on \(\hat{\theta} = \theta_1\) and \(X(\theta_2)\), \(X(\theta_1)\) follows a normal distribution truncated below at \(X(\theta_2)\). Since this holds for all \(X(\theta_2)\), \(X(\theta_1)\) has positive median bias conditional on \(\hat{\theta} = \theta_1\): \(^7\)

\[
Pr_{\mu}\left\{X(\hat{\theta}) - \mu(\hat{\theta})|\hat{\theta} = \theta_1\right\} > \frac{1}{2} \text{ for all } \mu.
\]

(2)

Since the same argument holds for \(\hat{\theta} = \theta_2\), \(\hat{\theta}\) is likewise biased upwards unconditionally:

\[
Pr_{\mu}\left\{X(\hat{\theta}) - \mu(\hat{\theta})\right\} > \frac{1}{2} \text{ for all } \mu.
\]

(3)

Note that (3) differs from (2) in that the target parameter is random. Unsurprisingly given this bias, the conventional confidence interval which adds and subtracts a quantile of the standard normal distribution times the standard error need not have correct coverage.

To illustrate these issues, Figure 1 plots the coverage of conventional confidence intervals, as well as the median bias of conventional estimates, in an example with \(\Sigma(\theta_1) = \Sigma(\theta_2) = 1\). For comparison we also consider cases with ten and fifty policies, \(|\Theta| = 10\) and \(|\Theta| = 50\),

\(^6\)One can show that \(\Sigma(\theta_1, \theta_2) = \mu(\theta_1)\mu(\theta_2)\), so this restriction arises naturally if one models \(\mu\) as shrinking with the sample size to keep it on the same order as sampling uncertainty: \(\mu_n = \frac{1}{\sqrt{n}} \mu^*\).

\(^7\)It also has positive mean bias, but we focus on median bias for consistency with our later results.
where we again set $\Sigma(\theta)=1$ for all $\theta$ and for ease of reporting assume that all the policies other than the first are equally effective: $\mu(\theta_2)=\mu(\theta_3)=\ldots=\mu(\theta_4)$. The first panel of Figure 1 shows that while the conventional confidence interval has reasonable coverage when there are only two policies, its coverage can fall substantially when $|\Theta|=10$ or $|\Theta|=50$.\(^8\) The second panel shows that the median bias of the conventional estimator $\hat{\mu}=X(\hat{\theta})$, measured as the deviation of the exceedance probability $Pr_{\mu}\{X(\hat{\theta})-\mu(\hat{\theta})\}$ from $\frac{1}{2}$, can be quite large. The third panel shows that the same is true when we measure bias as the median of $X(\hat{\theta})-\mu(\hat{\theta})$. In all cases we find that performance is worse when we consider a larger number of policies, as is natural since a larger number of policies allows more scope for selection.

Our results correct these biases. Returning to the case with $|\Theta|=2$ for simplicity, let $F_{TN}(x(\theta_1);\mu(\theta_1),x(\theta_2))$ denote the (truncated normal) distribution function for $X(\theta_1)$ truncated below at $x(\theta_2)$ when the true social welfare for $\theta_1$ is $\mu(\theta_1)$. For fixed $x(\theta_1)>x(\theta_2)$ this function is strictly decreasing in $\mu(\theta_1)$, and for $\hat{\mu}_\alpha$ that solves $F_{TN}(X(\theta_1);\hat{\mu}_\alpha,X(\theta_2))=1-\alpha$, Proposition 1 below shows that

$$Pr_{\mu}\{\hat{\mu}_\alpha-\mu(\hat{\theta})=\theta_1\} = \alpha$$ for all $\mu$.

Hence, $\hat{\mu}_\alpha$ is $\alpha$-quantile unbiased for $\mu(\hat{\theta})$ conditional on $\hat{\theta}=\theta_1$, and the analogous statement holds conditional on $\hat{\theta}=\theta_2$. Indeed, Proposition 1 shows that $\hat{\mu}_\alpha$ is the optimal $\alpha$-quantile unbiased estimator conditional on $\hat{\theta}$.

Using this result, we can eliminate the biases discussed above. The estimator $\hat{\mu}_{1/2}$ is median unbiased and the equal-tailed confidence interval $CS_{ET}=\left[\hat{\mu}_{1/2},\hat{\mu}_{1/2}\right]$ has conditional coverage $1-\alpha$, where we say that a confidence interval $CS$ has conditional coverage $1-\alpha$ if

$$Pr\{\mu(\hat{\theta})\in CS|\hat{\theta}=\theta_j\} = 1-\alpha$$ for $j \in \{1,2\}$ and all $\mu$. \(4\)

While the equal-tailed confidence interval is easy to compute, there are other confidence intervals available in this setting. As in Lehmann and Scheffé (1955) and Fithian et al. (2017) it is possible to construct a uniformly most accurate unbiased (UMAU) confidence interval, $CS_U$, conditional on $\hat{\theta}$. To construct $CS_U$, we collect the parameter values not rejected by a uniformly most powerful unbiased test conditional on $\hat{\theta}$. While straightforward to implement, the exact form of this test is somewhat involved and so is deferred to Section 4 below. The equal-tailed confidence interval $CS_{ET}$ is not unbiased, so there is not a clear

\(^8\)For example, these could correspond to cases where we consider “treat no one” along with nine or forty nine different treatment assignment rules, respectively.
Figure 1: Performance of conventional procedures in examples with 2, 10, and 50 policies.
ranking between \( CS_{ET} \) and \( CS_U \).

The law of iterated expectations implies that \( CS_{ET} \) and \( CS_U \) have unconditional coverage \( 1 - \alpha \) as well:

\[
Pr_{\mu}\left(\mu(\hat{\theta}) \in CS\right) \geq 1 - \alpha \text{ for all } \mu.
\] (5)

Unconditional coverage is easier to attain, so relaxing the coverage requirement from (4) to (5) may yield tighter confidence intervals in some cases. Conditional and unconditional coverage requirements address different questions, however, and which is more appropriate depends on the problem at hand. In the EWM problem, for instance, a policy maker who is told the recommended policy \( \hat{\theta} \) along with a confidence interval may want the confidence interval to be valid conditional on the recommendation, which is precisely the conditional coverage requirement (4). In particular, this ensures that if one considers repeated instances in which EWM recommends a particular course of action (e.g. departure from the status quo), reported confidence intervals will in fact cover the true effects a fraction \( 1 - \alpha \) of the time. On the other hand, if we only want to ensure that our confidence intervals cover the true value with probability at least \( 1 - \alpha \) on average across the distribution of recommendations, it suffices to impose the unconditional requirement (5).

We are unaware of alternative procedures that ensure conditional coverage (4).\(^9\) For unconditional coverage (5), however, Kitagawa and Tetenov (2018a) propose an unconditional confidence interval based on projecting a simultaneous confidence band for \( \mu \) to obtain a confidence interval for \( \mu(\hat{\theta}) \). In particular, let \( c_\alpha \) denote the \( 1 - \alpha \) quantile of \( \max_j |\xi_j| \) for \( \xi = (\xi_1, \xi_2)^{\top} \sim N(0, I_2) \) a two-dimensional standard normal random vector. If we define \( CS_P \) as

\[
CS_P = \left[ Y(\hat{\theta}), c_\alpha \sqrt{\sum_j \xi_j(\hat{\theta})}, Y(\hat{\theta}) + c_\alpha \sqrt{\sum_j \xi_j(\hat{\theta})} \right],
\]

this set has correct unconditional coverage (5).

Figure 2 plots the median (unconditional) length of 95% confidence intervals \( CS_{ET} \), \( CS_U \), and \( CS_P \), along with the conventional confidence interval, again in cases with \( |\Theta| \in \{2, 10, 50\} \). We focus on median length, rather than mean length, because the results for Kivaranovic and Leeb (2018) imply that both \( CS_{ET} \) and \( CS_U \) have infinite expected length.\(^10\) As Figure 2 illustrates, the median lengths of \( CS_{ET} \) and \( CS_U \) are shorter than the

---

\(^9\)As noted in the introduction and further discussed in Section 4.3 below, split-sample confidence intervals also have conditional coverage but change the definition of \( \hat{\theta} \).

\(^10\)While Kivaranovic and Leeb (2018) do not consider the behavior of unbiased confidence intervals, one can show that the expected length of the level \( 1 - \alpha \) unbiased confidence interval is bounded below by that of the level \( 1 - 2\alpha \) equal-tailed confidence interval.
(nonrandom) length of $CS_P$ when $|\mu(\theta_1) - \mu(\theta_1)|$ exceeds four, and converges to the length of the conventional interval as $|\mu(\theta_1) - \mu(\theta_1)|$ tends to infinity. When $|\mu(\theta_1) - \mu(\theta_1)|$ is small, on the other hand, $CS_{ET}$ and $CS_U$ can be substantially wider than $CS_P$. Both features become more pronounced as we increase the number of policies considered, and are still more pronounced for higher quantiles of the length distribution. To illustrate, Figure 3 plots the 95th percentile of the distribution of length in the case with $|\Theta|=50$ policies, while results for other quantiles and specifications are reported in Section E of the supplement.

In Figure 4 we plot the median absolute error $Med_{\mu}(|\hat{\mu} - \mu(\theta)|)$ for different estimators, and find that the median-unbiased estimator likewise exhibits larger median absolute error than the conventional estimator $X(\hat{\theta})$ when $|\mu(\theta_1) - \mu(\theta_1)|$ is small.\textsuperscript{11} This feature is again more pronounced as we increase the number of policies considered, or if we consider higher quantiles as in Section E of the supplement.

Recall that $CS_U$ is the optimal unbiased confidence interval, while the endpoints of $CS_{ET}$ are optimal quantile unbiased estimators. So long as we impose correct conditional coverage (4) and unbiasedness, there is therefore no scope to improve unconditional performance. If we instead require only correct unconditional coverage (5), improved performance is possible.

To improve performance, we consider hybrid confidence intervals $CS_{ET}^H$ and $CS_U^H$. As detailed in Section 5.2 below, these confidence intervals are constructed analogously to $CS_{ET}$ and $CS_U$, but further condition on the event that the true social welfare falls in the level 1 projection interval $CS_P$ for $<\alpha$. This ensures that the hybrid confidence intervals are never longer than the level 1 projection interval, and so both limits the performance deterioration when $|\mu(\theta_1) - \mu(\theta_1)|$ is small and ensures that the expected length of hybrid confidence intervals is always finite. These hybrid confidence intervals have correct unconditional coverage (5), but do not in general have correct conditional coverage (4). By relaxing the conditional coverage requirement, however, we obtain major improvements in unconditional performance, as illustrated in Figure 2. In particular, we see that in the cases with 10 and 50 policies, the hybrid confidence intervals have shorter median length than the unconditional interval $CS_P$ for all parameter values considered. The gains relative to conditional confidence intervals are large for many parameter values, and are still more pronounced for higher quantiles of the length distribution, as in Figure 3 and Section E of the supplement. In Figure 4 we report results for a hybrid estimation procedure based on a similar approach.

\textsuperscript{11}The proof of Proposition 1 of Kivaranovic and Leeb (2018) implies that the mean absolute error of the median unbiased estimator is infinite.
Figure 2: Median length of confidence intervals for $\mu(\hat{\theta})$ in cases with 2, 10, and 50 policies.
(detailed in Section 5.3 below), and again find substantial performance improvements.

The improved unconditional performance of the hybrid confidence intervals is achieved by requiring only unconditional, rather than conditional, coverage. To illustrate, Figure 5 plots the conditional coverage given \( \hat{\theta} = \theta_1 \) in the case with two policies. As expected, the conditional intervals have correct conditional coverage, while coverage distortions appear for the hybrid and projection intervals when \( \mu(\theta_1) \ll \mu(\theta_2) \). In this case \( \hat{\theta} = \theta_2 \) with high probability but the data will nonetheless sometimes realize \( \hat{\theta} = \theta_1 \). Conditional on this event, \( X(\theta_1) \) will be far away from \( \mu(\theta_1) \) with high probability, so projection and hybrid confidence intervals under-cover.

### 3 Setting

This section introduces our general setting, which extends the stylized example of the previous section in several directions. We assume that we observe normal random vectors \( X(\theta)'Y(\theta) \) for \( \theta \in \Theta \) where \( \Theta \) is a finite set, \( X(\theta) \in \mathbb{R}^d \), and \( Y(\theta) \in \mathbb{R} \). In particular, for \( \Theta = \theta_1, \ldots, \theta_{|\Theta|} \), let \( X = (X(\theta_1)', \ldots, X(\theta_{|\Theta|}'))' \) and \( Y = Y(\theta_1), \ldots, Y(\theta_{|\Theta|})' \). Then
Figure 4: Median absolute error of estimators of $\mu(\hat{\theta})$ in cases with 2, 10, and 50 policies.
Figure 5: Coverage conditional on $\theta = \theta_1$ in case with two policies.

We assume that $\Sigma$ is known, while $\mu$ is unknown and unrestricted unless noted otherwise. For brevity of notation, we abbreviate $\Sigma(\theta, \theta)$ to $\Sigma(\theta)$. We will show that this model arises naturally as an asymptotic approximation. We assume throughout that $\Sigma_Y(\theta) > 0$ for all $\theta \in \Theta$, since the inference problem we study is trivial when $\Sigma_Y(\theta) = 0$.

We are interested in inference on $\mu_Y(\hat{\theta})$, where $\hat{\theta}$ is determined based on $X$. We define
\( \hat{\theta} \) through the *level maximization* problem\(^{12}\) where (for \( d_X = 1 \))

\[
\hat{\theta} = \arg\max_{\theta \in \Theta} X(\theta). \tag{7}
\]

See Andrews et al. (2019) for results on inference when \( \hat{\theta} \) instead maximizes \( \|X(\theta)\| \). We will again be interested in constructing confidence intervals for \( \mu_Y(\hat{\theta}) \) that are valid either conditional on the value of \( \hat{\theta} \) or unconditionally, as well as median-unbiased estimates. We may also want to condition on some additional event \( \hat{\gamma} = \gamma \), for \( \gamma = (X) \) a function of \( X \) which takes values in the finite set \( \gamma \). In such cases, we aim to construct confidence intervals for \( \mu_Y(\hat{\theta}) \) that are valid conditional on the pair \( (\hat{\theta}, \gamma) \). Examples of such additional conditioning events are discussed below.

In the remainder of this section, we discuss how this class of problems arises in examples and discuss the choice between conditional and unconditional confidence intervals in each case. We first revisit the EWM problem in a more general setting and show that it gives rise to the level maximization problem (7) asymptotically. We then briefly discuss other examples giving rise to level maximization problems, and note that finite sample results for level maximization in the normal model (6) translate to uniform asymptotic results over a large class of models.

**Empirical Welfare Maximization** As in the last section, we aim to select a welfare-maximizing treatment rule from a set of policies \( \Theta \) in the EWM problem of Kitagawa and Tetenov (2018b). Let us assume that we have a sample of independent observations \( i \in \{1, \ldots, n\} \) from a randomized trial where treatment is randomly assigned conditional on observables \( C_i \) with \( \Pr\{D_i = 1|C_i\} = d(C_i) \). We consider policies that assign units to treatment based on the observables, where rule \( \theta \) assigns \( i \) to treatment if and only if \( C_i \in \mathcal{C}_\theta \). The scaled empirical welfare under policy \( \theta \) is\(^{13}\)

\[
X_n(\theta) = \frac{1}{\sqrt{n}} \sum_{i=1}^{n} \left( \frac{Y_i D_i}{d(C_i)} \mathbb{1}\{C_i \in \mathcal{C}_\theta\} + \frac{Y_i (1 - D_i)}{1 - d(C_i)} \mathbb{1}\{C_i \not\in \mathcal{C}_\theta\} \right).
\]

EWM again selects the policy that maximizes empirical welfare: \( \hat{\theta}_n = \arg\max_{\theta \in \Theta} X_n(\theta) \).

The definition of \( Y_n \) in this setting depends on the object of interest. We may be

\(^{12}\)For simplicity of notation we will assume \( \hat{\theta} \) is unique almost surely unless noted otherwise. Our conditional analysis does not rely on this assumption, however; see footnote 16 below.

\(^{13}\)Kitagawa and Tetenov (2018b) primarily consider welfare relative to the baseline of no treatment, which yields the same optimal policy.
interested in the overall social welfare, in which case we can define \( Y_n = X_n \). Alternatively we could be interested in social welfare relative to the baseline of no treatment, in which case we can define \( Y_n(\theta) \) as the difference in scaled empirical welfare between policy \( \theta \) and the policy that treats no one, which we denote by \( \theta = 0 \):

\[
Y_n(\theta) = X_n(\theta) - X_n(0) = \frac{1}{\sqrt{n}} \sum_{i=1}^{n} \left[ \frac{Y_i}{d(C_i)} - \frac{Y_i(0)}{d(C_i)} \right] 1\{C_i \in \mathcal{C}_\theta\}.
\]

Likewise, we might be interested in the social welfare for a particular subgroup defined by the observables, say \( \mathcal{S} \), in which case we can take

\[
Y_n(\theta) = \frac{\sqrt{n} \sum_{i=1}^{n} \left( \frac{Y_i^D}{d(C_i)} 1\{C_i \in \mathcal{S} \cap \mathcal{C}_\theta\} + \frac{Y_i^D(0)}{d(C_i)} 1\{C_i \in \mathcal{S} \setminus \mathcal{C}_\theta\} \right)}{\sum_{i=1}^{n} 1\{C_i \in \mathcal{S}\}}
\]

For \( \mu_{X_n} \) and \( \mu_{Y_n} \) the true scaled social welfare corresponding to \( X_n \) and \( Y_n \),

\[
\begin{pmatrix}
X_n \\
Y_n
\end{pmatrix}
\begin{pmatrix}
\mu_{X,n} \\
\mu_{Y,n}
\end{pmatrix} \Rightarrow N(0, \Sigma)
\]  

(8)

under mild conditions, where the covariance \( \Sigma \) will depend on the data generating process and the definition of \( Y_n \) but is consistently estimable. By contrast, the scaling of \( X_n \) and \( Y_n \) means that \( \mu_{X,n} \) and \( \mu_{Y,n} \) are not consistently estimable. As in the last section, this suggests the asymptotic problem where we observe normal random vectors \((X,Y)\) as in

\[ (6) \]

with \( \Sigma \) known and \( \hat{\theta} \) defined as in \( (7) \).\(^{14}\)

As argued in the last section, if a policy maker is given a recommended policy \( \hat{\theta} \) as well as a confidence interval for \( \mu_Y(\hat{\theta}) \), it is natural to require that the confidence interval be valid conditional on the recommendation. It may also be natural to condition on additional variables. For example, if a recommendation is made only when we reject the null hypothesis that no policy in \( \Theta \) improves outcomes over the base case of no treatment, \( H_0 : \max_{\theta \in \Theta} \mu(\theta) \leq \mu(0) \), then it is also natural to condition inference on this rejection.\(^{15}\)

To cover this case we can define \( \hat{\tau} = (X) \) as a dummy for rejection of \( H_0 \). If on the other hand we care only about performance on average across a range of recommendations, we

\(^{14}\)Under mild regularity conditions, (8) also holds in settings where the empirical welfare involves estimated propensity scores and/or estimated outcome regressions, e.g., the hybrid procedures of Kitagawa and Tetenov (2018b) and the doubly robust welfare estimators of Athey and Wager (2018).

\(^{15}\)In the case of \(|\Theta| = 2\), conditioning on this rejection can be interpreted as conditioning on the event that the decision criterion of Tetenov (2012) supports the same policy.
need only impose unconditional coverage. △ 

The level maximization problem arises in a number of other settings as well. For example, selecting the “best” policy from a collection considered in A/B tests is closely related to EWM. Further afield, the literature on tests of superior predictive performance (c.f. White (2000); Hansen (2005); Romano and Wolf (2005)) considers the problem of testing whether some trading strategies or forecasting rules amongst a candidate set beat a benchmark. If we define \( X_n = Y_n \) as the vector of performance measures for different strategies, \( X_n \) is asymptotically normal under mild conditions (see e.g. Romano and Wolf (2005)). If one wants to form a confidence interval for the performance of the “best” strategy based on \( X_n \) (perhaps also conditioning on the result of a test for superior performance), this reduces to our level maximization problem asymptotically.

Another example comes from Bhattacharya (2009) and Graham et al. (2014), who consider the problem of optimally matching individuals to maximize peer effects. For \( X_n \), again a scaled objective function, the results of Bhattacharya (2009) show that his problem reduces to level maximization asymptotically when one considers a finite set of assignments.

More broadly, any time we consider \( M \)-estimation with a finite parameter space and are interested in the value of the population objective or some other function at the estimated optimal value, this falls into our level maximization framework under mild conditions.

**Uniform Asymptotic Validity**  We have shown that the EWM problem asymptotically resembles level maximization based on the finite-sample normal model (6). Section D of the supplement builds on this connection and shows that if we consider classes of data generating processes such that \((X_n,Y_n)\) are uniformly well-approximated by the normal model (6), we have a uniformly consistent estimator \( \hat{\Sigma}_n \) for \( \Sigma \), and \( \Sigma \) satisfies mild regularity conditions, our finite-sample results in the normal model (6) translate to uniform asymptotic results. These uniformity results apply to level maximization settings without any restrictions on the behavior of \((\mu_{X,n},\mu_{Y,n})\).

### 4  Conditional Inference

This section develops conditional inference procedures in a general setting that includes both level-maximization and norm-maximization problems. We seek confidence intervals with correct coverage conditional on \((\hat{\theta},\cdot)\),

\[
Pr_{\mu} \left\{ \mu_Y(\hat{\theta}) \in CS | \hat{\theta} = \cdot, \cdot \right\} = 1 \quad \alpha \text{ for all } \theta \in \Theta, \cdot \in \cdot, \text{ and all } \mu. \tag{9}
\]
As in the stylized example of Section 2, we consider both equal-tailed and uniformly most accurate unbiased confidence intervals.\textsuperscript{16} We also derive optimal conditionally $\alpha$-quantile-unbiased estimators, which for $\alpha \in (0,1)$ satisfy

\[
Pr_\mu\left\{ \mu_\alpha \quad \mu_Y(\hat{\theta} = \tilde{\theta}, \cdot) = \cdot \right\} = \alpha \quad \text{for all } \tilde{\theta} \in \Theta, \cdot \in , \text{ and all } \mu.
\]

Our conditional procedures depend on the conditioning events of interest. We analyze these conditioning events for our general level maximization setting and illustrate them in our EWM example in this paper. We do the same for a general norm maximization setting and structural break and threshold regression examples in Andrews et al. (2019). We then discuss conventional sample splitting as an alternative conditional approach and briefly discuss the construction of dominating procedures. Finally, we show that our conditional procedures converge to conventional ones when $Pr_\mu\left\{ \hat{\theta} = \tilde{\theta}, \cdot = \cdot \right\} \to 1$ so the latter are valid.

### 4.1 Optimal Conditional Inference

Since $\hat{\theta}$ and $\cdot$ are functions of $X$, we can re-write the conditioning event in terms of the sample space of $X$ as $\{X : \hat{\theta} = \tilde{\theta}, \cdot = \cdot \} \in \mathcal{X}(\hat{\theta}, \cdot)$. Thus, for conditional inference we are interested in the distribution of $(X,Y)$ conditional on $X \in \mathcal{X}(\hat{\theta}, \cdot)$. Our results below imply that under mild conditions, the elements of $Y$ other than $Y(\tilde{\theta})$ do not help in constructing a quantile-unbiased estimate or unbiased confidence interval for $\mu_Y(\tilde{\theta})$ conditional on $X \in \mathcal{X}(\hat{\theta}, \cdot)$. Hence, we limit attention to the conditional distribution of $(X,Y(\tilde{\theta}))$ given $X \in \mathcal{X}(\hat{\theta}, \cdot)$.

Since $(X,Y(\tilde{\theta}))$ is jointly normal unconditionally, it has a multivariate truncated normal distribution conditional on $X \in \mathcal{X}(\hat{\theta}, \cdot)$. Correlation between $X$ and $Y(\tilde{\theta})$ implies that the conditional distribution of $Y(\tilde{\theta})$ depends on both the parameter of interest $\mu_Y(\tilde{\theta})$ and $\mu_X$. To eliminate dependence on the nuisance parameter $\mu_X$, we condition on a sufficient statistic. Without truncation and for any fixed $\mu_Y(\tilde{\theta})$, a minimal sufficient statistic for $\mu_X$ is

\[
Z_{\hat{\theta}} = X \left( \Sigma_{XY}(\cdot, \tilde{\theta}) / \Sigma_Y(\tilde{\theta}) \right) Y(\tilde{\theta}),
\]

where we use $\Sigma_{XY}(\cdot, \tilde{\theta})$ to denote $\text{Cov}(X,Y(\tilde{\theta}))$. $Z_{\hat{\theta}}$ corresponds to the part of $X$ that is (unconditionally) orthogonal to $Y(\tilde{\theta})$ which, since $(X,Y(\tilde{\theta}))$ are jointly normal, means that $Z_{\hat{\theta}}$ and $Y(\tilde{\theta})$ are independent. Truncation breaks this independence, but $Z_{\hat{\theta}}$ remains

\textsuperscript{16}If $\hat{\theta}$ is not unique we change the conditioning event $\hat{\theta} = \tilde{\theta}$ to $\hat{\theta} \in \text{argmax} X(\theta)$ for level maximization problems.
minimal sufficient for $\mu_X$. The conditional distribution of $Y(\hat{\theta})$ given \( \{ \hat{\theta}=\tilde{\theta}, =\tilde{\gamma}, Z_{\tilde{\theta}}=z \} \) is truncated normal:

\[
Y(\hat{\theta}|\hat{\theta}=\tilde{\theta}, =\tilde{\gamma}, Z = z \sim \xi | \xi \in Y(\hat{\theta}, =), \quad (12)
\]

where $\xi \sim \mathcal{N}(\mu_Y(\hat{\theta}), \Sigma_Y(\hat{\theta}))$ is normally distributed and

\[
Y(\hat{\theta}, =, z) = \left\{ y: z + \left( \mathcal{E}_{XY}(\cdot, \hat{\theta}) / \Sigma_Y(\hat{\theta}) \right) y \in \mathcal{X}(\hat{\theta}, =) \right\}
\]

is the set of values for $Y(\hat{\theta})$ such that the implied $X$ falls in $\mathcal{X}(\hat{\theta}, =)$ given $Z_{\tilde{\theta}}=z$. Thus, conditional on $\hat{\theta}=\tilde{\theta}$, $=\tilde{\gamma}$, and $Z_{\tilde{\theta}}=z$, $Y(\hat{\theta})$ follows a one-dimensional truncated normal distribution with truncation set $\mathcal{Y}(\hat{\theta}, =, z)$.

Using this result, it is straightforward to construct quantile-unbiased estimators for $\mu_Y(\hat{\theta})$. Let $F_{TN}(y: \mu_Y(\hat{\theta}), =, z)$ denote the distribution function for the truncated normal distribution (12). This distribution function is strictly decreasing in $\mu_Y(\hat{\theta})$. Define $\hat{\mu}_\alpha$ as the unique solution to

\[
F_{TN}(Y(\hat{\theta}): \hat{\mu}_\alpha, =, Z_{\tilde{\theta}}) = 1 - \alpha \quad (14)
\]

Proposition 1 below shows that $\hat{\mu}_\alpha$ is conditionally $\alpha$-quantile-unbiased in the sense of (10), so $\hat{\mu}_\alpha$ is median-unbiased while the equal-tailed interval $CS_{ET} = [\hat{\mu}_{\alpha/2}, \hat{\mu}_{1 - \alpha/2}]$ has conditional coverage $1 - \alpha$. Moreover, results in Pfanzagl (1979) and Pfanzagl (1994) on quantile-unbiased estimation in exponential families imply that $\hat{\mu}_\alpha$ is optimal in the class of quantile-unbiased estimators.

To establish optimality, we add the following assumption:

**Assumption 1**

If $\Sigma = \text{Cov}((X', Y')')$ has full rank, then the parameter space for $\mu$ is open and convex. Otherwise, there exists some $\mu^*$ such that the parameter space for $\mu$ is an open convex subset of \( \left\{ \mu^* + \Sigma^{1/2} v: v \in \mathbb{R}^{\dim(X,Y)} \right\} \) where $\Sigma^{1/2}$ is the symmetric square root of $\Sigma$.

This assumption requires that the parameter space for $\mu$ be sufficiently rich.\(^{17}\) When $\Sigma$ is degenerate (for example when $X$ and $Y$ are perfectly correlated as in the EWM example with $X=Y$), this assumption further implies that $(X,Y)$ have the same support for all values of $\mu$. This rules out cases in which some a pair of parameter values $\mu_1$, $\mu_2$ can be perfectly distinguished based on the data. Under this assumption, $\hat{\mu}_\alpha$ is an optimal quantile-unbiased estimator.

\(^{17}\)The assumption that the parameter space is open can be relaxed at the cost of complicating the statements below.
Proposition 1

Let $\hat{\mu}_\alpha$ be the unique solution of (14). $\hat{\mu}_\alpha$ is conditionally $\alpha$-quantile-unbiased in the sense of (10). If Assumption 1 holds, then $\hat{\mu}_\alpha$ is the uniformly most concentrated $\alpha$-quantile-unbiased estimator in that for any other conditionally $\alpha$-quantile-unbiased estimator $\hat{\mu}_\alpha^*$ and any loss function $L\left(d,\mu_Y(\tilde{\theta})\right)$ that attains its minimum at $d=\mu_Y(\tilde{\theta})$ and is quasiconvex in $d$ for all $\mu_Y(\tilde{\theta})$,

$$E_{\mu}\left[L\left(\hat{\mu}_\alpha,\mu_Y(\tilde{\theta})\right)\right] \leq E_{\mu}\left[L\left(\hat{\mu}_\alpha^*,\mu_Y(\tilde{\theta})\right)\right]$$

for all $\mu$ and all $\tilde{\theta} \in \Theta$, $\hat{\theta} \in \hat{\Theta}$.

Proposition 1 shows that $\hat{\mu}_\alpha$ is optimal in the strong sense that it has lower risk (expected loss) than any other quantile-unbiased estimator for a large class of loss functions.

Rather than considering equal-tailed intervals, we can alternatively consider unbiased confidence intervals. Following Lehmann and Romano (2005), we say that a level 1 $\alpha$ two-sided confidence interval $CS$ is unbiased if its probability of covering any given false parameter value is bounded above by 1 $\alpha$. Likewise, a one sided lower (upper) confidence interval is unbiased if its probability of covering a false parameter value above (below) the true value is bounded above by 1 $\alpha$. Using the duality between tests and confidence intervals, a level 1 $\alpha$ confidence interval $CS$ is unbiased if and only if $\{\mu_{Y,0} = 1\{\mu_{Y,0} \notin CS\}\}$ is an unbiased test for the corresponding family of hypotheses.\(^{18}\) The results of Lehmann and Scheffé (1955) applied in our setting imply that optimal unbiased tests conditional on $\{\hat{\theta} = \tilde{\theta}, \hat{\theta} = \hat{\theta}, \hat{\theta} = \hat{\theta}\}$ are the same as optimal unbiased tests conditional on $\{\hat{\theta} = \tilde{\theta}, \hat{\theta} = \hat{\theta}, Z_0 = Z_0\}$.

These optimal tests take a simple form.

Define a size $\alpha$ test of the two-sided hypothesis $H_0: \mu_Y(\tilde{\theta}) = \mu_{Y,0}$ as

$$TS,\alpha(\mu_{Y,0}) = 1\left\{Y(\tilde{\theta}) \notin [c_l(Z_0), c_u(Z_0)]\right\}$$

(15)

where $c_l(z)$, $c_u(z)$ solve

$$Pr\{\zeta \in [c_l(z), c_u(z)]\} = 1 \alpha, E[\zeta(1\{\zeta \in [c_l(z), c_u(z)]\})] = (1 \alpha)E[\zeta]$$

\(^{18}\)That is, $H_0: \mu_Y(\tilde{\theta}) = \mu_{Y,0}$ for a two-sided confidence interval, $H_0: \mu_Y(\tilde{\theta}) = \mu_{Y,0}$ for a lower confidence interval and $H_0: \mu_Y(\tilde{\theta}) = \mu_{Y,0}$ for an upper confidence interval.
for $\zeta$ that follows a truncated normal distribution

$$\zeta \sim \xi | \xi \in \mathcal{Y}(\hat{\theta}, -, \bar{z}), \quad \xi \sim N(\mu_{Y, 0}, \Sigma_{Y}(\hat{\theta})).$$

Likewise, define a size $\alpha$ test of the one-sided hypothesis $H_{0}: \mu_{Y}(\hat{\theta}) = \mu_{Y, 0}$ as

$$OS_{-}\alpha(\mu_{Y, 0}) = 1 \left\{ F_{TN}(Y(\hat{\theta}); \mu_{Y, 0}, \tilde{\theta}, -, \bar{z}) \leq \alpha \right\} \quad (16)$$

and a test of $H_{0}: \mu_{Y}(\hat{\theta}) \leq \mu_{Y, 0}$ as

$$OS_{+}\alpha(\mu_{Y, 0}) = 1 \left\{ F_{TN}(Y(\hat{\theta}); \mu_{Y, 0}, \tilde{\theta}, -, \bar{z}) \geq 1 - \alpha \right\}. \quad (17)$$

**Proposition 2**

*If Assumption 1 holds, $TS_{-}\alpha$, $OS_{-}\alpha$, and $OS_{+}\alpha$ are uniformly most powerful unbiased size $\alpha$ tests of their respective null hypotheses conditional on $\hat{\theta} = \tilde{\theta}$ and $- = -$.**

To form uniformly most accurate unbiased confidence intervals we collect the values not rejected by these tests. The two-sided uniformly most accurate unbiased confidence interval is $CS_{U} = \{ \mu_{Y, 0} : TS_{\alpha}(\mu_{Y, 0}) = 0 \}$. $CS_{U}$ is unbiased and has conditional coverage $1 - \alpha$ by construction. Likewise, we can form lower and upper one-sided uniformly most accurate unbiased confidence intervals as $CS_{U_{-}} = \{ \mu_{Y, 0} : OS_{-}\alpha(\mu_{Y, 0}) = 0 \} = (-\infty, \hat{\mu}_{1 - \alpha}]$, and $CS_{U_{+}} = \{ \mu_{Y, 0} : OS_{+}\alpha(\mu_{Y, 0}) = 0 \} = [\hat{\mu}_{\alpha}, \infty)$, respectively. Hence, we can view $CS_{ET}$ as the intersection of level $1 - \frac{\alpha}{2}$ uniformly most accurate unbiased upper and lower confidence intervals. Unfortunately, no such simplification is generally available for $CS_{U}$, though Lemma 5.5.1 of Lehmann and Romano (2005) guarantees that this set is an interval.

### 4.2 Conditioning Sets

Thus far we have left the conditioning events $\mathcal{X}(\bar{\theta}, -)$ and $\mathcal{Y}(\bar{\theta}, -, \bar{z})$ abstract. To implement our conditional procedures, however, we need tractable representations of $\mathcal{Y}(\bar{\theta}, -, \bar{z})$. Here, we first derive the form of this conditioning event for the level maximization problem (7) without additional conditioning variables $\bar{z}$. We then discuss the effect of adding conditioning variables and illustrate in our example.

In level maximization problems without additional conditioning variables, we are interested in inference conditional on $X \in \mathcal{X}(\bar{\theta})$ for $\mathcal{X}(\bar{\theta}) = \{ X : X(\bar{\theta}) = \max_{\theta \in \Theta} X(\theta) \}$. The following result, based on Lemma 5.1 of Lee et al. (2016), derives $\mathcal{Y}(\bar{\theta}, \bar{z})$ in this setting.
Proposition 3
Let $\Sigma_{XY}(\hat{\theta}) = Cov(X(\hat{\theta}), Y(\hat{\theta}))$. Define

$$\mathcal{L}(\hat{\theta}, Z_{\hat{\theta}}) = \max_{\theta \in \Theta: \Sigma_{XY}(\theta) > \Sigma_{XY}(\tilde{\theta}, \theta)} \frac{\Sigma_Y(\hat{\theta}) \begin{pmatrix} Z_{\hat{\theta}}(\theta) & Z_{\tilde{\theta}}(\theta) \end{pmatrix}}{\Sigma_{XY}(\theta) \Sigma_{XY}(\hat{\theta}, \theta)}$$

$$\mathcal{U}(\hat{\theta}, Z_{\hat{\theta}}) = \min_{\theta \in \Theta: \Sigma_{XY}(\tilde{\theta}) < \Sigma_{XY}(\hat{\theta}, \theta)} \frac{\Sigma_Y(\hat{\theta}) \begin{pmatrix} Z_{\hat{\theta}}(\theta) & Z_{\tilde{\theta}}(\theta) \end{pmatrix}}{\Sigma_{XY}(\theta) \Sigma_{XY}(\hat{\theta}, \theta)}$$

and

$$\mathcal{V}(\hat{\theta}, Z_{\hat{\theta}}) = \min_{\theta \in \Theta: \Sigma_{XY}(\tilde{\theta}) = \Sigma_{XY}(\hat{\theta}, \theta)} \begin{pmatrix} Z_{\hat{\theta}}(\theta) & Z_{\tilde{\theta}}(\theta) \end{pmatrix}$$

If $\mathcal{V}(\hat{\theta}, z) > 0$, then $\mathcal{V}(\hat{\theta}, z) = \left[\mathcal{L}(\hat{\theta}, z), \mathcal{U}(\hat{\theta}, z)\right]$. If $\mathcal{V}(\hat{\theta}, z) < 0$, then $\mathcal{V}(\hat{\theta}, z) = \emptyset$.

Thus, the conditioning event $\mathcal{V}(\hat{\theta}, z)$ is an interval bounded above and below by easy-to-calculate functions of $z$. While we must have $\mathcal{V}(\hat{\theta}, z) > 0$ for this interval to be non-empty, $Pr_{\mu} \left\{\mathcal{V}(\hat{\theta}, Z_{\hat{\theta}}) < 0\right\} = 0$ for all $\mu$ so this constraint holds almost surely when we consider the value $\hat{\theta}$ observed in the data. Hence, in applications we can safely ignore this constraint and calculate only $\mathcal{L}(\hat{\theta}, Z_{\hat{\theta}})$ and $\mathcal{U}(\hat{\theta}, Z_{\hat{\theta}})$.

Our derivations have so far assumed we have no additional conditioning variables $\tilde{\theta}$. If we also condition on $\tilde{\theta} = \tilde{\theta}$, then for $\mathcal{X}(\tilde{\theta}) = \{X: (X) = \tilde{\theta}\}$, we can write $\mathcal{X}(\hat{\theta}, \tilde{\theta}) = \mathcal{X}(\hat{\theta}) \cap \mathcal{X}(\tilde{\theta})$. Likewise, for $\mathcal{Y}(\tilde{\theta}, z)$ defined analogously to (13), $\mathcal{Y}(\hat{\theta}, \tilde{\theta}, z) = \mathcal{Y}(\hat{\theta}, z) \cap \mathcal{Y}(\tilde{\theta}, z)$. The form of $\mathcal{X}(\tilde{\theta})$ and $\mathcal{Y}(\tilde{\theta}, z)$ depends on the conditioning variables $\tilde{\theta}$ considered. To illustrate, we next discuss the effect of conditioning on the outcome of a pretest in our EWM example.

**Empirical Welfare Maximization (continued)** Suppose that we report estimates and confidence intervals for welfare only if the improvement in empirical welfare from the estimated optimal policy over a baseline policy $\theta = 0$ exceeds a threshold $c$, i.e. $X(\hat{\theta}) - X(0) > c$. For instance, we might report results only when the test of White (2000) rejects the null that no policy has performance exceeding the baseline, $H_0: \max_{\theta \in \Theta} \mu_X(\theta) \leq \mu_X(0)$. This implies that we report results only if $X(\hat{\theta}) - X(0) > c$ for $c$ a critical value depending on $\Sigma$. We can set $(X) = \begin{cases} 1 & X(\hat{\theta}) - X(0) > c \end{cases}$ and it is natural to condition inference on $(X) = 1$.

Assuming $\Sigma_{XY}(\hat{\theta}) > 0$ for simplicity, the conditioning event in this setting
is $\mathcal{X}(1) = \{ X : X(\hat{\theta}) X(0) \}$ and one can show that

$$\mathcal{Y}(1,Z_{\hat{\theta}}) = \left\{ y : \frac{\sum_Y(\hat{\theta}) (Z_{\hat{\theta}}(\hat{\theta}) + Z_{\hat{\theta}}(0))}{\sum_{XY}(\hat{\theta}) \sum_{XY}(\hat{\theta},0)} \right\}$$

See Section B of the supplement for details, as well as expressions for other values of $\Sigma_{XY}(\hat{\theta})$ $\Sigma_{XY}(\hat{\theta},0)$. In the present case, provided $\mathcal{V}(\hat{\theta},Z_{\hat{\theta}})$ $0$, $\mathcal{Y}(\hat{\theta},1,Z_{\hat{\theta}}) = \left[ \mathcal{L}^*(\hat{\theta},Z_{\hat{\theta}}) \mathcal{U}(\hat{\theta},Z_{\hat{\theta}}) \right]$ where $\mathcal{U}(\hat{\theta},Z_{\hat{\theta}})$ is the upper bound derived in Proposition 3 while

$$\mathcal{L}^*(\hat{\theta},Z_{\hat{\theta}}) = \max \left\{ \mathcal{L}(\hat{\theta},Z_{\hat{\theta}}), \frac{\sum_Y(\hat{\theta}) (Z_{\hat{\theta}}(\hat{\theta}) + Z_{\hat{\theta}}(0))}{\sum_{XY}(\hat{\theta}) \sum_{XY}(\hat{\theta},0)} \right\}$$

for $\mathcal{L}(\hat{\theta},Z_{\hat{\theta}})$ defined as in Proposition 3. Hence, when $\Sigma_{XY}(\hat{\theta})$ $\Sigma_{XY}(\hat{\theta},0) > 0$, conditioning on $\hat{\theta} = 1$ simply modifies the lower bound $\mathcal{L}(\hat{\theta},Z_{\hat{\theta}})$. Likewise, when $\Sigma_{XY}(\hat{\theta})$ $\Sigma_{XY}(\hat{\theta},0) < 0$ or $\Sigma_{XY}(\hat{\theta})$ $\Sigma_{XY}(\hat{\theta},0) = 0$, conditioning on $\hat{\theta} = 1$ modifies $\mathcal{U}(\hat{\theta},Z_{\hat{\theta}})$ and $\mathcal{V}(\hat{\theta},Z_{\hat{\theta}})$, respectively. \(\triangle\)

As this example illustrates, it is straightforward to incorporate additional conditioning variables $\hat{\theta}$ in level maximization problems provided one can characterize the set $\mathcal{Y}(\hat{\theta},z)$. While such characterizations are easy to obtain in many cases, they depend on the conditioning variable considered and must be derived on a case-by-case basis.

### 4.3 Comparison to Sample Splitting

A common remedy in practice for the problems we study is to split the sample. If we have iid observations and select $\hat{\theta}^1$ based on the first half of the data, conventional estimates and confidence intervals for $\mu_Y(\hat{\theta}^1)$ that use only the second half of the data will be (conditionally) valid. Hence, it is natural to ask how our conditioning approach compares to this conventional sample splitting approach.

For ease of exposition, in this section we focus on even sample splits. Asymptotically, such splits yield a pair of independent and identically distributed normal draws $(X^1,Y^1)$ and $(X^2,Y^2)$, both of which follow (6), albeit with a different scaling for $(\mu,\Sigma)$ than in the full-sample case.\(^{19}\) Sample splitting procedures calculate $\hat{\theta}^1$ as in (7) for level maximization, replacing $X$ by $X^1$. Inference on $\mu_Y(\hat{\theta}^1)$ is then conducted using $(X^2,Y^2)$. In particular,

---

\(^{19}\)Section C of the supplement considers cases with general sample splits and describes the scaling for $(\mu,\Sigma)$. Intuitively, the scope for improvement over conventional split-sample inference is increasing in the fraction of the data used to construct $X_1$. 

25
the conventional 95% sample-splitting confidence interval for \( \mu_Y(\hat{\theta}^1) \),

\[
\left[ Y^2(\hat{\theta}^1) - 1.96 \sqrt{\sum Y(\hat{\theta}^1) Y^2(\hat{\theta}^1)} + 1.96 \sqrt{\sum Y(\hat{\theta}^1)} \right],
\]

has correct (conditional) coverage and \( Y^2(\hat{\theta}^1) \) is a median-unbiased estimator for \( \mu_Y(\hat{\theta}^1) \).

While conventional sample splitting resolves the inference problem, this comes at a cost. First, \( \hat{\theta}^1 \) is based on less data than in the full-sample case, which is unappealing since a policy recommendation estimated with a smaller sample size leads to a lower expected welfare (see, e.g., Theorems 2.1 and 2.2 in Kitagawa and Tetenov (2018b)). Moreover, even after conditioning on \( \hat{\theta}^1 \), the full-sample average \( \frac{1}{2}(X_1, Y_1) + \frac{1}{2}(X_2, Y_2) \) remains a minimal sufficient statistic for \( \mu \). Hence, using only \( (X_2, Y_2) \) for inference sacrifices information.

Fithian et al. (2017) formalize this point and show that conventional sample splitting tests (and thus confidence intervals) are inadmissible.\(^{20}\) Motivated by this result, in Section C of the supplement we derive optimal confidence intervals and estimates that are valid conditional on \( \hat{\theta}^1 \). These optimal split-sample procedures involve truncated normal distributions which are difficult to compute, however, so we also propose computationally straightforward alternatives. These alternatives dominate conventional split-sample methods, but are in turn dominated by the (computationally intractable) optimal split-sample procedures. Nevertheless, these computationally straightforward alternative procedures dominate their conventional counterparts by a substantial margin in simulations calibrated to the threshold regression problem studied by Card et al. (2008) and reported in Andrews et al. (2019).

Splitting the sample changes the target parameter from \( \mu_Y(\hat{\theta}) \) to \( \mu_Y(\hat{\theta}^1) \), so split-sample approaches are not directly comparable to our full-sample conditioning approach developed above. Nonetheless, while conventional sample splitting methods are dominated, calculating \( \hat{\theta}^1 \) based on only part of the data may increase the amount of information available for inference and so allow tighter confidence intervals. Thus, depending on how we weight noisier choices of \( \theta \) against more precise inference on \( \mu_Y(\hat{\theta}) \), it may be helpful to split the sample and use a procedure that dominates conventional split-sample inference. See Tian and Taylor (2016) and Tian et al. (2016) for related discussions.

\(^{20}\) Corollary 1 of Fithian et al. (2017) applied in our setting shows that for any sample splitting test based on \( Y^2 \), there exists a test that uses the full data and has weakly higher power against all alternatives and strictly higher power against some alternatives.
4.4 Behavior When \( Pr_{\mu}\{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \) is Large

As discussed in Section 2, if we ignore selection and compute the conventional (or “naive”) estimator \( \hat{\mu}_N = Y(\tilde{\theta}) \) and the conventional confidence interval

\[
CS_N = \left[ Y(\tilde{\theta}) \pm c_{\alpha/2,N} \sqrt{\frac{1}{N} \hat{\sigma}^2(\tilde{\theta})} \right],
\]

where \( c_{\alpha,N} \) is the \( \alpha \)-quantile of the standard normal distribution, \( \hat{\mu}_N \) is biased and \( CS_N \) has incorrect coverage conditional on \( \hat{\theta} = \tilde{\theta}, \gamma = \gamma \). These biases are mild when \( Pr_{\mu}\{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \) is close to one, however, since in this case the conditional distribution is close to the unconditional one. Intuitively, \( Pr_{\mu}\{\hat{\theta} = \tilde{\theta}\} \) is close to one for some \( \tilde{\theta} \) when \( \mu_X(\tilde{\theta}) \) has a well-separated maximum in level maximization problems. This section shows that our procedures converge to conventional ones in this case.

In particular, suppose first that for some sequence of values \( \mu_{Y,m} \) and \( z_{\tilde{\theta},m} \) the probability that \( \hat{\theta} = \tilde{\theta} \) and \( \gamma = \gamma \), conditional on \( Z_{\tilde{\theta}} = z_{\tilde{\theta},m} \), converges to one as \( m \to \infty \). Then our conditional confidence intervals and estimates converge to the usual confidence intervals and estimates.

**Lemma 1**

Consider any sequence of values \( \mu_{Y,m} \) and \( z_{\tilde{\theta},m} \) such that \( Pr_{\mu_{Y,m}}\{\hat{\theta} = \tilde{\theta}, \gamma = \gamma | Z_{\tilde{\theta}} = z_{\tilde{\theta},m}\} \to 1 \). Then under \( \mu_{Y,m} \), conditional on \( \{\hat{\theta} = \tilde{\theta}, \gamma = \gamma, Z_{\tilde{\theta}} = z_{\tilde{\theta},m}\} \) we have \( CS_U \to_p CS_N \), \( CS_{ET} \to_p CS_N \), and \( \hat{\mu}_N \to_p Y(\tilde{\theta}) \), where for confidence intervals \( \to_p \) denotes convergence in probability of the endpoints.

Lemma 1 discusses probabilities conditional on \( Z_{\tilde{\theta}} \). If we consider a sequence of values \( \mu_m \) such that \( Pr_{\mu_m}\{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \to_p 1 \), the same result holds when conditioning only on \( \{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \) and unconditionally.

**Proposition 4**

Consider any sequence of values \( \mu_m \) such that \( Pr_{\mu_m}\{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \to 1 \). Then under \( \mu_m \), we have \( CS_U \to_p CS_N \), \( CS_{ET} \to_p CS_N \), and \( \hat{\mu}_N \to_p Y(\tilde{\theta}) \) both conditional on \( \{\hat{\theta} = \tilde{\theta}, \gamma = \gamma\} \) and unconditionally.

These results provide an additional argument for using our procedures: they remain valid when conventional procedures fail, but coincide with conventional procedures when the latter are valid. On the other hand, as we saw in Section 2, there are cases where our conditional procedures have poor unconditional performance.
5 Unconditional Inference

Rather than requiring validity conditional on \((\hat{\theta}, \cdot)\) we can instead require coverage only on average, yielding the unconditional coverage requirement

\[
Pr\left\{ \mu(\hat{\theta}) \in CS \right\} \geq 1 - \alpha \quad \text{for all } \mu. \tag{19}
\]

All confidence intervals with correct conditional coverage in the sense of (9) also have correct unconditional coverage provided \(\hat{\theta}\) is unique with probability one.

Proposition 5

Suppose that \(\hat{\theta}\) is unique with probability one for all \(\mu\). Then any confidence interval \(CS\) with correct conditional coverage (9) also has correct unconditional coverage (19).

Uniqueness of \(\hat{\theta}\) implies that the conditioning events \(\mathcal{X}(\hat{\theta}, \cdot)\) partition the support of \(X\) with measure zero overlap. The result then follows from the law of iterated expectations.

A sufficient condition for almost sure uniqueness of \(\hat{\theta}\) is that \(\Sigma_X\) has full rank. A weaker sufficient condition is given in the next lemma. Cox (2018) gives sufficient conditions for uniqueness of a global optimum in a much wider class of problems.

Lemma 2

Suppose that for all \(\theta, \tilde{\theta} \in \Theta\) such that \(\theta \neq \tilde{\theta}\), either \(\text{Var}(X(\theta)|X(\tilde{\theta})) \neq 0\) or \(\text{Var}(X(\tilde{\theta})|X(\tilde{\theta})) \neq 0\). Then \(\hat{\theta}\) is unique with probability one for all \(\mu\).

While the conditional confidence intervals derived in the last section are unconditionally valid, unconditional coverage is less demanding than conditional coverage. Hence, if we are only concerned with unconditional coverage, relaxing the coverage requirement from (9) to (19) may allow us to obtain shorter confidence intervals in some settings.

In this section we explore the benefits of such a relaxation. We begin by introducing unconditional confidence intervals based on projections of simultaneous confidence bands for \(\mu\). We then introduce hybrid confidence intervals that combine projection confidence intervals with conditioning arguments. We do not know of estimators for \(\mu_Y(\hat{\theta})\) that are unconditionally \(\alpha\)-quantile-unbiased but not conditionally unbiased, but introduce hybrid estimators which substantially reduce variability at the cost of permitting a small unconditional bias.

5.1 Projection Confidence Sets

One approach to obtain an unconditional confidence interval for \(\mu_Y(\hat{\theta})\) is to start with a joint confidence interval for \(\mu\) and project on the dimension corresponding to \(\hat{\theta}\). This
approach was used by Kitagawa and Tetenov (2018a) for inference in EWM, and by Romano and Wolf (2005) in the context of multiple testing. This approach has also been used in a large and growing statistics literature on post-selection inference including e.g. Berk et al. (2013), Bachoc et al. (2017), Kuchibhotla et al. (2018), and Bachoc et al. (2018). Laber and Murphy (2011) consider a variant of projection for inference on the generalization error of an estimated classifier, obtaining a smaller critical value via a first-stage pretest with a divergent critical value.

To formally describe the projection approach, let \( c_\alpha \) denote the \( 1 - \alpha \) quantile of \( \max_\theta|\xi(\theta)|/\sqrt{\Sigma_Y(\theta)} \) for \( \xi \sim N(0, \Sigma_Y) \). If we define
\[
CS_\mu = \left\{ \mu : |Y(\theta) - \mu_Y(\theta)| \leq c_\alpha \sqrt{\Sigma_Y(\theta)} \text{ for all } \theta \in \Theta \right\},
\]
then \( CS_\mu \) is a level 1 \( \alpha \) confidence interval for \( \mu \).\(^{21}\) If we then define
\[
CS_P = \left\{ \hat{\mu}_Y(\hat{\theta}) : \exists \mu \in CS_\mu \text{ such that } \mu_Y(\hat{\theta}) = \hat{\mu}_Y(\hat{\theta}) \right\} = \left\{ Y(\hat{\theta}) - c_\alpha \sqrt{\Sigma_Y(\hat{\theta})}Y(\hat{\theta}) + c_\alpha \sqrt{\Sigma_Y(\hat{\theta})} \right\}
\]
as the projection of \( CS_\mu \) on the parameter space for \( \mu_Y(\hat{\theta}) \), then since \( \mu \in CS_\mu \) implies \( \mu_Y(\hat{\theta}) \in CS_P \), \( CS_P \) satisfies the unconditional coverage requirement (19). As noted in Section 2, however, \( CS_P \) does not generally have correct conditional coverage.

The width of the confidence interval \( CS_P \) depends on the variance \( \Sigma_Y(\hat{\theta}) \) but does not otherwise depend on the data. To account for the randomness of \( \hat{\theta} \), the critical value \( c_\alpha \) is larger than the conventional two-sided normal critical value. This means that \( CS_P \) will be conservative in cases where \( \hat{\theta} \) takes a given value \( \bar{\theta} \) with high probability. To improve performance in this case, we next consider hybrid confidence intervals.

5.2 Hybrid Confidence Sets

As shown in Section 2, conditional and projection confidence intervals each have good unconditional performance in some cases, but neither is fully satisfactory. Hybrid confidence intervals combine these procedures to obtain good performance over a wide range of parameter values.

Hybrid confidence intervals are constructed to be subsets of the level 1 projection confidence interval \( CS_P \), for \( 0 \leq c < \alpha \). A hybrid confidence interval collects the values
\(^{21}\)Note that we consider a studentized confidence band that adjusts the width based on \( \Sigma_Y(\hat{\theta}) \), while Kitagawa and Tetenov (2018a) consider an unstudentized band. Romano and Wolf (2005) argue for studentization in a closely related problem.
\[ \mu_{Y,0} \in CS_{P} \] not rejected by a hybrid test. Like our conditional tests, hybrid tests of \( H_{0}: \mu_{Y}(\tilde{\theta}) = \mu_{Y,0} \) condition on \( \left\{ \tilde{\theta} = \hat{\theta}, \hat{\theta} = \tilde{\theta} \right\} \) but they further condition on the event that the null value is contained in the projection confidence interval, i.e. \( \mu_{Y,0} \in CS_{P} \). This changes the conditioning event to

\[ Y^{H}(\tilde{\theta}, \mu_{Y,0}, z) = Y(\tilde{\theta}, \mu_{Y,0}) \cap \left[ \mu_{Y,0} - c \sqrt{\sum Y(\tilde{\theta}), \mu_{Y,0} + c \sqrt{\sum Y(\tilde{\theta})}} \right] \]

for \( c \) as defined in Section 5.1.

Similarly to our conditional confidence intervals, we construct hybrid confidence intervals by inverting both equal-tailed and uniformly most powerful unbiased hybrid tests.

To construct the equal-tailed test, we define \( H_{OS, \alpha} \) and \( H_{OS+\alpha} \) analogously to \( OS_{\alpha} \) and \( OS_{+\alpha} \) in (16) and (17), respectively, using the conditioning event \( Y^{H}(\tilde{\theta}, \mu_{Y,0}, Z_{\tilde{\theta}}) \) rather than \( Y(\tilde{\theta}, Z_{\tilde{\theta}}) \). The equal-tailed hybrid test of \( H_{0}: \mu_{Y}(\tilde{\theta}) = \mu_{Y,0} \) is

\[ H^{ET, \alpha}(\mu_{Y,0}) = \max H_{OS, \alpha/2}(\mu_{Y,0}), H_{OS+\alpha/2}(\mu_{Y,0}) \]

which rejects if either of the upper or lower size \( \alpha/2 \) one-sided tests rejects. The level \( 1 \) \( \alpha \) equal-tailed hybrid confidence interval is \( CS^{H}_{ET} = \left\{ \mu_{Y,0} \in CS_{P}: H^{ET}_{0, \alpha/2}(\mu_{Y,0}) = 0 \right\} \) which collects the set of values in \( CS_{P} \) which are not rejected by \( H^{ET}_{0, \alpha/2} \).

To form a hybrid confidence interval based on inverting unbiased tests, we likewise define \( H_{TS, \alpha} \) analogously to \( TS_{\alpha} \) in (15), using the conditioning event \( Y^{H}(\tilde{\theta}, \mu_{Y,0}, Z_{\tilde{\theta}}) \) rather than \( Y(\tilde{\theta}, Z_{\tilde{\theta}}) \). By the results of Proposition 2, we know that \( H^{TS, \alpha}(\mu_{Y,0}) \) is the uniformly most powerful level \( \alpha \) unbiased test of \( H_{0}: \mu_{Y}(\tilde{\theta}) = \mu_{Y,0} \) conditional on \( \left\{ \tilde{\theta} = \hat{\theta}, \tilde{\theta} = \hat{\theta}, \mu_{Y,0} \in CS_{P} \right\} \). The corresponding level \( 1 \) \( \alpha \) confidence interval is then

\[ CS^{H}_{TS} = \left\{ \mu_{Y,0} \in CS_{P}: H^{U, \alpha}_{0, \alpha/2}(\mu_{Y,0}) = 0 \right\} \]

For \( \alpha = 0 \) the hybrid confidence intervals coincide with the conditional confidence intervals \( CS_{ET} \) and \( CS_{U} \). For \( \alpha > 0 \) on the other hand, the hybrid confidence intervals are contained in \( CS_{P} \) and the level of hybrid tests that condition on \( \left\{ \tilde{\theta} = \hat{\theta}, \hat{\theta} = \tilde{\theta}, \mu_{Y,0} \in CS_{P} \right\} \) are correspondingly adjusted to \( \frac{\alpha}{1} \). This adjustment is necessary because the true value \( \mu_{Y}(\tilde{\theta}) \) sometimes falls outside \( CS_{P} \), and if we do not account for this our hybrid confidence intervals may under-cover. With this adjustment, however, hybrid confidence intervals have coverage at least \( 1 - \alpha \) both conditionally and unconditionally.

Proposition 6
The hybrid confidence intervals $CS_{ET}^H$ and $CS_U^H$ have conditional coverage $\frac{1-\alpha}{1}$:

\[ Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_{ET}^H \mid \theta = \tilde{\theta}, = \right\} = \frac{1}{1} \alpha, \]

\[ Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_U^H \mid \theta = \tilde{\theta}, = \right\} = \frac{1}{1} \alpha, \]

for all $\tilde{\theta} \in \Theta$, $\in$, and all $\mu$. Moreover, provided $\hat{\theta}$ is unique with probability one for all $\mu$, both confidence intervals have unconditional coverage between $1 - \alpha$ and $\frac{1}{1} - 1$ $\alpha +$:

\[ \inf Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_{ET}^H \right\} \left( 1 \alpha, \sup Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_{ET}^H \right\} \right) \leq \frac{1}{1} \alpha, \]

\[ \inf Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_U^H \right\} \left( 1 \alpha, \sup Pr_{\mu}\left\{ \mu(\tilde{\theta}) \in CS_U^H \right\} \right) \leq \frac{1}{1} \alpha. \]

Hybrid confidence intervals strike a balance between the conditional and projection approaches. The maximal length of hybrid confidence intervals is bounded above by the length of $CS_P$. For small $\alpha$, hybrid confidence intervals will be close to conditional confidence intervals and thus to the conventional confidence interval when $\left\{ \hat{\theta} = \tilde{\theta}, = \right\}$ with high probability. However, for $\alpha > 0$, hybrid confidence intervals do not fully converge to conventional confidence intervals as $Pr_{\mu}\left\{ \hat{\theta} = \tilde{\theta}, = \right\} \to 1$.\(^{22}\) Nevertheless, in our simulations we find the performance of the hybrid and conditional approaches to be quite similar in these well-separated cases.

While hybrid confidence intervals combine the conditional and projection approaches, they can yield overall performance more appealing than either. In Section 2 we found that hybrid confidence intervals had a shorter median length for many parameter values than did either the conditional or projection approaches used in isolation. Our simulation results in Section 6 below provide further evidence of outperformance in realistic settings.

It is worth contrasting our hybrid approach with more conventional Bonferroni corrections as in e.g. Romano et al. (2014); McCloskey (2017). A simple Bonferroni approach for our setting intersects a level 1 projection confidence interval $CS_P$ with a level 1 $\alpha$ conditional interval that conditions only on $\left\{ \hat{\theta} = \tilde{\theta}, = \right\}$. Bonferroni intervals differ from our hybrid approach in two respects. First, they use a level 1 $\alpha$ conditional

\(^{22}\)Indeed, one can directly choose $\alpha$ to yield a given maximal power loss for the hybrid tests relative to conditional tests in the well-separated case. Such a choice of $\alpha$ will depend on $\Sigma$, however. For simplicity we instead use $\alpha = \alpha/10$ in our simulations. Romano et al. (2014) and McCloskey (2017) find this choice to perform well in two different settings when using a Bonferroni correction.
confidence interval, while the hybrid approach uses a level \( \frac{1-\alpha}{2} \) conditional interval, where \( \frac{1-\alpha}{2} \leq 1 - \alpha + \). Second, the conditional interval used by the Bonferroni approach does not condition on \( \mu_Y(\hat{\theta}) \in CS_P \), while that used by the hybrid approach does. Consequently, hybrid confidence intervals never contains the endpoints of \( CS_P \), while the same is not true of Bonferroni intervals.

5.3 Hybrid Estimators

The simulation results of Section 2 showed that our median-unbiased estimator can sometimes be much more dispersed than the conventional estimator \( \hat{\mu} = Y(\hat{\theta}) \). While we do not know of an alternative approach to construct exactly median-unbiased estimators in our setting, a version of our hybrid approach yields estimators that control both median bias and dispersion relative to \( \hat{\mu} = Y(\hat{\theta}) \).

To construct hybrid estimators we again condition on both \( \{ \hat{\theta} = \tilde{\theta}, \tilde{\gamma} = \gamma \} \) and \( \mu_Y(\hat{\theta}) \in CS_P \). Conditional on these events and \( Z_{\tilde{\theta}} = z \), we know that \( Y(\hat{\theta}) \) again lies in \( Y(\hat{\theta}, \gamma, \mu_Y(\hat{\theta}), z) \). Let \( F_{TN}(y; \mu_Y(\hat{\theta}), \tilde{\gamma}, z) \) denote the conditional distribution function of \( Y(\hat{\theta}) \), and define \( \hat{\mu}_H^H \) to solve \( F_{TN}(Y(\hat{\theta}); \hat{\mu}_H^H, \tilde{\gamma}, Z_{\tilde{\theta}}) = 1 - \alpha \).

**Proposition 7**

For \( \alpha \in (0,1) \), \( \hat{\mu}_H^H \) is unique and \( \hat{\mu}_H^H \in CS_P \). If \( \hat{\theta} \) is unique almost surely for all \( \mu \), \( \hat{\mu}_H^H \) is \( \alpha \)-quantile-unbiased conditional on \( \mu_Y(\hat{\theta}) \in CS_P \):

\[
Pr_\mu\left\{ \hat{\mu}_H^H \mu_Y(\hat{\theta}) \mid \mu_Y(\hat{\theta}) \in CS_P \right\} = \alpha \text{ for all } \mu.
\]

Proposition 7 implies several notable properties for the hybrid estimator. First, since \( Pr_\mu\{\mu_Y(\hat{\theta}) \in CS_P\} = 1 \) by construction, one can show that

\[
Pr_\mu\left\{ \hat{\mu}_H^H \mu_Y(\hat{\theta}) \right\} \leq \max\{\alpha,1 - \alpha\} \text{ for all } \mu.
\]

This implies that the absolute median bias of \( \hat{\mu}_H^H \) (measured as the deviation of the exceedance probability from \( 1/2 \)) is bounded above by \( \alpha / 2 \). On the other hand, since \( \hat{\mu}_H^H \in CS_P \), we have \( \hat{\mu}_H^H Y(\hat{\theta}) \leq c \sqrt{\sum Y(\hat{\theta})} \), so the difference between \( \hat{\mu}_H^H \) and the conventional estimator \( Y(\hat{\theta}) \) is bounded above by half the width of \( CS_P \). As \( \alpha \) varies, the hybrid estimator interpolates between the median-unbiased estimator \( \hat{\mu}_H^H \) and the conventional estimator \( Y(\hat{\theta}) \).
6 Simulations: Empirical Welfare Maximization

Our simulations consider the EWM setting introduced in Section 3. We calibrate our simulations to experimental data from the National Job Training Partnership Act (JTPA) Study, which was previously used by Kitagawa and Tetenov (2018b) to study empirical welfare maximization. For a detailed description of the study see Bloom et al. (1997).

We have data on $n = 11,204$ individuals $i$ and the treatment $D_i$ is binary; $D_i = 1$ indicates assignment to a job training program and $D_i = 0$ indicates non-assignment. The probability of assignment is constant: $d(c) = \Pr(D_i=1|C_i=c) = 2/3$. We consider rules that allocate treatment based on years of education $C_i$. In the data, $C$ takes integer values ranging from 6 to 18 years. As in Section 3, rule $\theta$ assigns $i$ to treatment if and only if $C_i \in C_\theta$.

We consider two classes of policies. The first, which we call threshold policies, treat all individuals with fewer than $\theta$ years of education: $C_\theta = \{C : C \leq \theta\}$. The second, which we call interval policies, treat all individuals with between $\theta_l$ and $\theta_u$ years of education: $C_{\theta_l} = \{C : \theta_l \leq C \leq \theta_u\}$, where a policy $\theta$ consists of a $(\theta_l, \theta_u)$ pair. The total number of policies $|\Theta|$ is equal to 13 and 91 for the threshold and interval cases, respectively. We define $X_n(\theta)$ as a scaled estimate for the increase in income from policy $\theta$ relative to the baseline of no treatment. For $Y_i$ individual income measured in hundreds of thousands of dollars,

$$X_n(\theta) = \frac{1}{\sqrt{n}} \sum_{i=1}^{n} \left( \frac{Y_i D_i}{d(C_i)} - \frac{Y_i (1 - D_i)}{1 - d(C_i)} \right) 1\{C_i \in C_\theta\},$$

and we consider inference on the average increase in income, so $Y_n = X_n$.

For our simulations, we focus on the asymptotic problem and draw normal vectors $X$ with known variance $\Sigma_X$ equal to a (consistent) estimate for the asymptotic variance of $X_n$ based on the JTPA data and take $\hat{\theta} = \arg\max_{\theta} X(\theta)$. The object of interest is thus $\mu_X(\hat{\theta})$. The mean vector $\mu_{X,n}$ of $X_n$ is not consistently estimable due to the $\sqrt{n}$ scaling, so we consider three specifications for the mean $\mu_X$ of $X$. Specification (i) sets $\mu_X = 0$, so all policies yield the same welfare as the baseline of no treatment. Specification (ii) sets $\mu_X = (0, 10^5, ..., 10^5)$, so one policy is vastly more effective than the others. Finally, specification (iii) sets $\mu_X = X_n$ for $X_n$ calculated in the JTPA data. Intuitively, we expect that specification (i) will be unfavorable to conditional confidence intervals since in Section 2 these performed poorly when all policies were equally effective. Specification (ii) should be favorable to conditional confidence intervals since in this case $\hat{\theta}$ selects one policy with high probability, and the results of Section 4.4 apply. Finally, specification (iii) is calibrated
to the data and it is not obvious which approaches will perform well in this setting.

To the best of our knowledge our conditional confidence intervals are the only known procedures available with correct conditional coverage given \( \hat{\theta} \). Hence, we focus on unconditional performance and compare the conditional confidence intervals \( CS_{ET} \) and \( CS_U \) and the hybrid confidence intervals \( CS_H^{ET} \) and \( CS_H^U \) to the projection confidence interval \( CS_P \). The conditional and hybrid confidence intervals are novel to this paper, but (unstudentized) projection confidence intervals were previously considered for this problem by Kitagawa and Tetenov (2018a). We take \( \alpha = 0.05 \) in all cases and so consider 95% confidence intervals. For hybrid confidence intervals we set \( \alpha/10 = 0.005 \). All reported results are based on \( 10^4 \) simulation draws.

Table 1 reports the unconditional coverage \( Pr_{\mu}\{\mu_X(\hat{\theta}) \in CS\} \) of all five confidence intervals, along with the conventional confidence interval \( CS_N \) as in (18). As expected, all confidence intervals other than \( CS_N \) have correct coverage in all settings considered. The conditional confidence intervals are exact, with coverage equal to 95% up to simulation error. By contrast, hybrid confidence intervals tend to be slightly conservative, and projection confidence intervals are often quite conservative, with coverage close to one when we consider interval policies.

<table>
<thead>
<tr>
<th>DGP</th>
<th>( CS_{ET} )</th>
<th>( CS_U )</th>
<th>( CS_H^{ET} )</th>
<th>( CS_H^U )</th>
<th>( CS_P )</th>
<th>( CS_N )</th>
</tr>
</thead>
<tbody>
<tr>
<td>(i)</td>
<td>0.949</td>
<td>0.950</td>
<td>0.952</td>
<td>0.953</td>
<td>0.986</td>
<td>0.922</td>
</tr>
<tr>
<td>(ii)</td>
<td>0.952</td>
<td>0.952</td>
<td>0.956</td>
<td>0.956</td>
<td>0.991</td>
<td>0.952</td>
</tr>
<tr>
<td>(iii)</td>
<td>0.95</td>
<td>0.95</td>
<td>0.955</td>
<td>0.955</td>
<td>0.992</td>
<td>0.952</td>
</tr>
</tbody>
</table>

We next compare the length of confidence intervals. Projection confidence intervals were proposed in the previous literature and their length is proportional to the standard error \( \sqrt{\sum X(\theta)} \) for the welfare of the estimated optimal policy. Hence, \( CS_P \) provides a natural benchmark against which to compare the length of our new confidence intervals. In Table 2 we compare our new confidence intervals to this benchmark in two ways, first reporting the median lengths of \( CS_{ET} \), \( CS_U \), \( CS_H^{ET} \), and \( CS_H^U \) relative to \( CS_P \) (that is, the ratio of the median of their lengths), and then reporting the fraction of simulation
draws for which our new confidence intervals are longer than $CS_P$.

Focusing first on specification (i) for which $\mu_X = 0$, we see that conditional confidence intervals are longer than $CS_P$ according to both measures in the threshold and interval policy specifications. Hence, as expected, this case is unfavorable to these confidence intervals. By contrast, our hybrid confidence intervals are shorter than the projection sets both in median length and in the substantial majority of simulation draws. Turning next to specification (ii) for which $\mu_X$ has a well-separated maximum, we see that, as expected, conditional confidence intervals are much shorter than projection confidence intervals. Hybrid confidence intervals perform nearly as well. Finally in specification (iii) for which $\mu_X$ is calibrated to the data, we see that the performance of the conditional sets is between its performance in cases (i) and (ii), and that hybrid confidence intervals again perform best.

Overall, these simulation results favor the hybrid confidence intervals relative to both the conditional and projection sets. The benefits of hybrid confidence intervals are still more pronounced if we consider higher quantiles of the length distribution, reported in Section F of the supplement. We do not find a strong advantage for either $CS^H_{ET}$ or $CS^H_U$, though when the two differ $CS^H_{ET}$ typically performs better. Since $CS^H_{ET}$ is also typically easier to calculate, these simulation results suggest using $CS^H_{ET}$ in this setting.

**Table 2:** Length of Confidence Sets Relative to $CS_P$ in EWM Simulations

<table>
<thead>
<tr>
<th>DGP</th>
<th>Median Length Relative to $CS_P$</th>
<th>Probability Longer than $CS_P$</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>$CS_{ET}$</td>
<td>$CS_U$</td>
</tr>
<tr>
<td>(i)</td>
<td>1.17</td>
<td>1.27</td>
</tr>
<tr>
<td>(ii)</td>
<td>0.75</td>
<td>0.75</td>
</tr>
<tr>
<td>(iii)</td>
<td>0.84</td>
<td>0.93</td>
</tr>
</tbody>
</table>

We next consider the properties of our point estimators. The initial columns of Table 3 report the simulated median bias of our median unbiased estimator $\hat{\mu}_1$, our hybrid estimator $\hat{\mu}_1^H$, and the conventional estimator $X(\hat{\theta})$, measured both as the difference in the exceedance probability from $\frac{1}{2}$ and as the median studentized estimation error. The hybrid estimator is quite close to being median unbiased. By contrast, the conventional estimator exhibits substantial bias when $\mu_X$ does not have a well-separated maximum.
The final three columns of Table 3 report the median absolute studentized error for the estimators considered. These results show that the median unbiased estimator \( \hat{\mu}_1 \) has a larger median absolute error than the conventional estimator \( X(\hat{\theta}) \) in all designs except the well-separated case (ii), where all three estimators perform similarly. The hybrid estimator \( \hat{\mu}_1^H \) likewise has a larger median absolute error than the conventional estimator. Additional results reported in Section F of the supplement show that the hybrid estimator substantially outperforms the median unbiased estimator when one considers higher quantiles of absolute error.

**Table 3:** Bias and Median Absolute Error of Point Estimators

<table>
<thead>
<tr>
<th>DGP</th>
<th>( Pr \left{ \hat{\mu} &gt; \mu_X(\hat{\theta}) \right} )</th>
<th>Median Estimator</th>
<th>Median Absolute Error</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>( \hat{\mu}_1 )</td>
<td>( \hat{\mu}_1^H )</td>
<td>( X(\hat{\theta}) )</td>
</tr>
<tr>
<td>(i)</td>
<td>-0.007</td>
<td>-0.007</td>
<td>0.391</td>
</tr>
<tr>
<td>(ii)</td>
<td>-0.001</td>
<td>0.001</td>
<td>0.001</td>
</tr>
<tr>
<td>(iii)</td>
<td>-0.001</td>
<td>-0.001</td>
<td>0.104</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Class of Threshold Policies</th>
<th>Class of Interval Policies</th>
</tr>
</thead>
<tbody>
<tr>
<td>(i)</td>
<td>0</td>
</tr>
<tr>
<td>(ii)</td>
<td>-0.002</td>
</tr>
<tr>
<td>(iii)</td>
<td>0</td>
</tr>
</tbody>
</table>

Our analysis in Sections 3–5 centers on the asymptotic version of our problem for \((X,Y)\) with known variance matrix \( \Sigma \). In practice, the finite-sample counterparts \((X_n,Y_n)\) do not typically follow an exact normal distribution and \(\Sigma\) is not typically known and must therefore be estimated when implementing our procedures. Though Section D of the supplement contains results about the asymptotic validity of the finite-sample versions of our procedures, it does not provide an indication of how either non-normality or variance estimation affects their finite-sample properties. In addition to focusing on the asymptotic problem that draws normal vectors \(X\) and treats \(\Sigma_X\) as known, we replicate the results of Tables 1–3 but for feasible finite-sample versions of our procedures, replacing \(X\) with \(X_n\) and \(\Sigma_X\) with a consistent estimator. We draw the data for these finite-sample procedures from a data-calibrated finite-sample EWM inference problem. More specifically, for this finite-sample exercise, we treat the empirical distribution of the original JTPA Study data on 11,204 individuals as the population distribution and sample (with replacement) from it to form Monte Carlo samples of size \(n=11,204\). For each sample draw, we implement the finite-sample version of our proce-
dures, where we estimate $\Sigma_X$ by directly replacing population expectations by their standard finite-sample counterparts. We report the results of this set of experiments in Tables 7–9 of Section F of the supplement. The results are nearly identical to those pertaining to the corresponding asymptotic problem, indicating that our procedures perform well in finite samples with non-normal data when one must estimate the corresponding variance matrix.

The results of this section confirm our theoretical findings. Conditional confidence intervals and estimators perform well when the optimal policy is well-separated but can otherwise underperform existing alternatives. Hybrid confidence intervals outperform existing alternatives in all cases, nearly matching conditional confidence intervals in well-separated cases while maintaining much better performance in other settings. Finally, hybrid estimators eliminate almost all median bias while obtaining a substantially smaller median absolute error than the exact median-unbiased estimator. Hence, we find strong evidence favoring our hybrid confidence intervals relative to the available alternatives and evidence favoring our hybrid estimators if bias reduction is desired.

7 Conclusion

This paper considers a form of the winner’s curse that arises when we select a target parameter for inference based on optimization. We propose confidence intervals and quantile unbiased estimators for the target parameter that are optimal conditional on its selection. We hence recommend our conditional inference procedures when it is appropriate to remove uncertainty about the choice of target parameters from inferential statements. These conditionally valid procedures are also unconditionally valid, but we find that they sometimes have unappealing (unconditional) performance relative to existing alternatives. If one is satisfied with correct unconditional coverage and (in the case of estimation) a small, controlled degree of bias, we propose hybrid inference and estimation procedures which combine conditioning with projection confidence intervals. Examining performance in simulations calibrated to empirical welfare maximization, we find that our hybrid approach performs well.

Our results suggest a range of opportunities for future work. First, rather than considering inference on $\mu_Y(\hat{\theta})$, under suitable assumptions one could build on our results to forecast $Y(\hat{\theta})$. Alternatively, while conditional and projection confidence intervals have antecedents in the literature on inference after model selection, including in Berk et al. (2013) and Fithian et al. (2017), there is no analog of our hybrid approach in this literature. Our very positive simulation results for the hybrid approach in the present setting suggest that this approach might yield appealing performance in a range of post-selection-inference settings. Even if a
fully conditional approach is desired in the post-selection problem, as in Fithian et al. (2017), one could consider the analog of our optimal median-unbiased estimates that condition on the selected model. Finally, the problem of estimating the value of a dynamic treatment rule (c.f. Chakraborty and Murphy, 2014; Han, 2018) is closely related to our level-maximization setting, so it seems likely that our results could prove to be useful there as well.

References


